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Security – Data Layer
· Grant:  We need to decide what, if anything we can say about security in the reference document if we can’t get down to the nuts-and-bolts.

· Erich:  Let’s go through the use cases in Alex’s document

· Golden Power:  I think the first case can be addressed by simply saying that the thermostat temperature cannot be lowered remotely.

· Randy: 

· It might be appropriate to have the PCT in its default communication mode restrict default temperature settings.  However, we might need an override.  If we believe that the customer is spoofing us, we might want to override.

· Why don’t we just build the thermostat so that if in the last four hours, he’s lowered the temperature.  If the temp was 76, he sets it down to 71, we raise it up again.

· Are these rules going to be included in the communications module?  If not, that puts restrictions on the PCT.

· Erich:  There is some value for a minimum common set of rules that belong in the PCT itself.

· Grant:  I don’t think that the PCT would need to differentiate between communications mechanisms, just between communications and front panel.

· Erich:  I propose that we make the rule that no external command can increase the energy usage.
· That limits the flexibility of using the PCT for appliance control, etc.  For pricing events, that’s probably not a good thing.

· Erich’s rule is probably better for the temperature events versus other events.

· How much pre-detection do we want to put on the spoofing issue?

· We should think about a 70% rule for detecting spoofing.

· For emergency demand response events, we’re going to need to send an overrideable absolute temperature.

· Why not build into the thermostat a place to go to when the utility says, “setback”.

· Good idea.  The question is, “what’s that number”?

· That’s something for Mazi to decide.

· Does Title24 only apply to one-way, or one-way and two-way?  Will there be a waiver when the utility adds its network?

· Erich:  This should be something that is totally compatible with what the utilities are going to do.

· I’m worried about what happens when we get into home automation that customers won’t want to put in these restrictions?

· Darren:  What if we engineer into the comms system the restriction that you could not simultaneously send a signal to ALL the PCTs?
· But how would you enforce that?  It would not be sent at the IT center.  An FM transmitter on a top of a van wouldn’t be affected by that?

· Darren:  What if you built into the PCT a function that randomized how long it would wait before it responded to it?

· Erich:  We probably don’t want to introduce an unintentional delay.

· Darren:  What would be an acceptable delay?

· It doesn’t have to be as quick as people would think.  Within an hour might be okay.  However, we would like to see feedback within 15 minutes.

· Could we put in the message “a six-degree delta, up to 80 degrees”?
· An attacker could spoof that too.

· Erich:  Let’s number the rules that we develop, and do a double reference between the use cases and the rules section.

Scenario 2:  
· The delay helps mitigate cold-load pickup issue.

· Doesn’t point out the fact that we won’t get the DR we needed.

· Darren:  If we put a random delay to acting on any signal, but in this case the Cancel, then that gives us time to detect and slow down the attack.

· Erich:  This implies that we have a mechanism in place for detection.  We need some kind of intrusion detection system deployed.

· Darren:  We would also want to keep some keys in reserve to make sure that we have a potential recovery path.

· Erich:  We do need to note that we’re not writing the reference design for the head-end system, but we should also note that something like that would be a good idea.

· Grant:  Is there a customer service issue here?  “My neighbor got his air conditioning back a half hour before I did”?

· Erich:  There are good arguments we can give about that.

· Randy:  There is already language in the document that a new setpoint can be put in a thermostat but it won’t be used until the end of an event.

· Erich:  The event is not really over until the end of the random delay.  The indication of the event ending shouldn’t show up either.

· Randy:  The key scheme we’re talking about will also help mitigate this scenario.

· Alex:  Anything we’re doing here is implying that your communications security has broken down, so we have to realize that we’re going above and beyond the typical case.
· Erich:  That’s true.

· Jeremy:  if you have an RF network and you see anything jamming your devices, that should be noted.

Scenario 4
· Don’t permit firmware download on the one-way system?

· Should we let people do it locally?
· Leave that to the vendors?

Scenario 6:  Time Synch

· We have to deal with the possibility that time is adjusted to either cause something to happen or not happen.
· This affects the heartbeat timing also.  Maybe they’re the same message.

· We need to synchronize time often enough

· The user should be able to set the time in the thermostat.  Then it gets a periodic update.  That also solves the problem of when the area they’re in is not covered by RDS.

· We don’t have to decide today how often the heartbeat gets sent.  That’s a good thing.

· What about an internal clock and a display clock?

Scenario 7:  Message Display

· This one we can move to the annex.

· It would be really good for social engineering.

· “Call the utility now!”

Scenario 8:  Gaming Setpoint

· How about making sure tha
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Scenario 2:  Arieal-based Rogue Transmitter

· Best defense is detection:  “we can see the balloon”!

Scenario 3:  Disables Antenna

· Use interval data to detect how much energy is actually being used – same as for Gaming.

Discussion
· Erich:  Any missing use cases?  I think we’ve covered most of them.
· What about multiple thermostat systems?

· They should work well together anyway.

· In a large home with an automation system, it may be worth noting that there is a single receiver listening to all of the messaging.

· Will it be one message, or multiple messages?

· This is for all new residential construction, not necessarily commercial or industrial.

· We have trusted and untrusted devices in the house.  How do we deal with that?  
· That’s for the two-way system.  We might be able to mention it just in passing.
Rules

· There will be hardcoded limits on how high or low the thermostat can be commanded to go by one-way communications.  Those values are to be determined.  NOTE:  The IOUs may choose to implement a similar rule over two-way systems, but it would have to be done in the comms module.
· A “Cancel” message shall be dealt with in the same way that an end of event shall occur, i.e. a random delay in the increase in temperature.  
· You can’t get an increase in energy usage at the end of an event any more than if no message had been sent in the first place:  “first do no harm”.

· An event is not ended until the end of the random delay.  A customer’s new setpoints are not applied until the end of the delay, and the indications on the display do not show the end of the event until the delay is over.
· Don’t permit firmware download with the one-way system.

· Recommend the use of an intrusion detection system that can detect when PCTs are receiving messages that were not originally sent by the base station.  Also talk about the need to detect RF jamming.
· Don’t permit the cryptography to be dependent on time synchronization.

· Remote clock set overrides local clock set.  The interval of remote clock set is left for future discussion.
· Use interval data in the back office to detect gaming.
Cryptographic  Issues:
· Erich:  What can we specify to the vendor community to let them know how far they should specify the mechanism?
· We should make a list of what we need to make a decision about.
· A lot of these are dependent on the key management system we can decide on:

Key lengths

How many keys?

How many levels?

Who owns the keys?

· Who is making the button-pushing decisions?  We don’t know.

· The IOUs are out of the picture for the one-way situation.

· There will have to be PCT aggregators that can be characterized as a load that can be marketed to the IOUs.

· The CEC is mandating the infrastructure, but it won’t be pushing any buttons.

· The more people who have to touch the keys, the better asymmetric looks.

· One nice thing about the XOR mechanism below is that you don’t have to work out your key management scheme before you start manufacturing devices.

· It doesn’t take much to distribute the keys.  You can put them on a web site.

· Yes, but who’s holding the private key in the interim until you know who’s going to push the button?  The CEC?

· The utilities do not have direct access to this network.  

Key distribution mechanism?
What needs to be encrypted?

· Maybe we don’t need any at all!

· Personal, or account information, or operational information?

· Is there anything being directed to any particular PCT?  

· No need for confidentiality in the one-way scenario.

· The two-way is a different problem.

· Encryption might be something we could do 

· Jeremy:  We are seeing that AES-128 can do 16.3Kbytes/ms vs 79.6Kbytes/ms for SHA-1 on an ARM-7.  RSA-1024 bits 103 Kbytes/sec.
· Erich:  What kind of processor are we expecting to see?

· An ARM-7 would be at least an order of magnitude compared to what we’re used to using.

· Erich:  We will point out that these are not frequent messages.

· Darren:  The processing speed is sometimes not as much an issue as the ROM and RAM space on the device.

· Another constraint is payload size.

· Just encrypt the hash rather than the payload?

· Why burden this system with the need for confidentiality?

· You would need to do a hash, and then encryption.  That’s two different operations.

· You could use an encrypted CRC.

· But why not an HMAC, then?

· We need to make sure that we’re operating off the same, recent, real-world numbers.

· ECC techniques weren’t there five years ago, either.

· We need to be sure that the vendors we know about are capable of implementing this stuff.

Asymmetric vs. symmetric

· Is there a limit on the computational efficiency of the processor if we have a huge amount of time to do the computation?
· We’ve got minutes, if not tens of minutes, to do things.

· It’s an issue regarding the distribution of processing; might need a good operating system in there to lower processing priorities.

· There may be quite a bit of software just to support the basic processing.  We’re thinking that may be something like 500Kb for that.

· Grant:  There is a big advantage for asymmetric because of the way the PCTs must be manufactured.  Sending symmetric keys to a vendor is a huge security hole.

· Jeremy:  Agreed.  You shift the risk and responsibility for key distribution.

· Erich:  I found something for sensor networks from folks at Berkeley:  uTESLA.  This is supposed to be purely symmetric with “some asymmetric properties”.

· Darren:  I’m not sure if that requires a two-way path to get started.

· Erich;  I’m not sure either.

· Darren:  Could we do something like a CIM card that could distribute the top-level key?  You want to make sure that the device cannot be disabled by an attacker changing the keys.

· None of this would turn the PCT into a paperweight – it would still work as a local device.

· I like the way that the only way you could change the top-level key is to change the CIM card.

· Jeremy:  let me suggest:

· Manufacturer generates an AES-128 bit key, a random number

· Manufacturer sends the serial number and the key back to the managing entity (say the CEC)

· The CEC can then XOR the key to combine and split keys and send the other 128-bit key across the link.

· The split key goes back to the device how?

· A  XOR B = C, you control B
· You have to send the message out.
· Send out D encrypted with C

· The flaw in the system is if you are the manufacturer and you listen to the system.

· There are a lot of variations on this mechanism.  It doesn’t have much of a requirement on the vendor.

· There’s another problem:  If I hear enough B’s I can probably calculate A.  I have to send out as many messages as I have keys.

· The utility could send out decoy messages

· Darren:  How does this resolve with the fixed set of messages discussion we had earlier?
· Erich:  That’s decoupled from this discussion.

· In the Home Depot scenario, you could actually have the installer type in the number.

· We could choose ten different sets of keys.

· How would we do groups?

· Random A, same B per group

· Random A, alter B to create a grouped C.  NO!

· Elliptical curve encryption mechanisms are even faster than AES.  We don’t need to worry as much about processing power.

· Darren:  I’m not convinced that we’ve heard enough to rule out asymmetric altogether.
· Erich:  One of the things I would like us to look at, is that there has been quite a bit of research that has been done on broadcast authentication in resource-constrained devices, e.g. TESLA, SPIN.

· We have to make sure the whole registration process is easy to use.

Decisions:

· Session keys using AES-128

· Address and headers in the clear, but integrity checked
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